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Hi!

● Tabular DL at Yandex Research
○ (ICLR 2020) NODE

○ (NeurIPS 2021) FT-Transformer

○ (NeurIPS 2022) Embeddings for continuous features

○ (2022) Pretraining Objectives

○ (ICML 2023) TabDDPM

○ (ICLR 2024) TabR

○ (ICLR 2025) TabReD

○ (ICLR 2025) TabM

○ (2025) On Finetuning Tabular Foundation Models



Tabular DL: 2021 vs 2025

2021

● 0 papers at ICLR 2019

● 1 paper at ICLR 2020

● People are sceptical

2025

● >10 papers at ICLR 2025
● The rise of foundational models
● TabM is actively used on Kaggle

○ “worked surprisingly well!”
○ “a tabular NN model with great 

potential”
○ “It works brilliant”
○ “I am very surprised that breakthroughs 

around MLPs are possible”

https://www.kaggle.com/competitions/um-game-playing-strength-of-mcts-variants/discussion/549801
https://www.kaggle.com/competitions/jane-street-real-time-market-data-forecasting/discussion/556610
https://www.kaggle.com/competitions/jane-street-real-time-market-data-forecasting/discussion/556610
https://www.kaggle.com/competitions/equity-post-HCT-survival-predictions/discussion/556346
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Introduction



Tabular data

Tabular data

● Spreadsheets (Excel)

● Text files (CSV)

● Binary files (Parquet)

● Databases (Postgres)

● etc.

Business domains

● Finance
● Medicine
● Retail
● Sport
● etc.

🏦💊🛒⚽ 



Tasks

Types

● Classification, regression

● Forecasting (time series)

● Recommender systems

● Ranking

● Generation

● Imputation

● etc.

Properties

● The number of objects and 

features

● The number of tasks

● Offline or online

● The number of tables

● The number of modalities

● etc.

TabM scope: “classic” DL architecture for single-task 
supervised learning on single tables of middle-to-large size



Notation



Experiment setup



Motivation



Multilayer perceptron (MLP)



Is MLP still relevant in 2025?

● Raw tabular features are often high-level ⇒ Less need for complex backbones

● Modern MLP-like models are no worse and even better than Transformers

● MLPs are very efficient compared to complex  architectures

YES



TabM



Ensemble

● Ensemble = Multiple models trained for the same task

● Prediction of an ensemble = aggregated prediction of its members

● Diversity of members is important for the performance



Deep ensemble

● Deep ensemble = Multiple neural networks of the same architecture
○ Trained in isolation from each other with different random seeds

● Deep ensembles outperform single networks of the same architecture

● Deep ensembles can be expensive



Intuition

● Deep ensemble = Multiple neural networks of the same architecture,
○ Trained in isolation from each other with different random seeds

● Deep ensembles outperform single networks of the same architecture

● Deep ensembles can be expensive

Problem: suboptimal for the ensemble

Solution: ensemble-aware training

Problem: well, high expenses :)

Solution: weight sharing between members

Problem: not enough to be a game-changer

Solution: solve other two problems



Training a deep ensemble (k seeds)

1 2 3 … n1model 1

step id

n1 + 1 n1 + 2 n1 + 3 … n1 + n2model 2

…

n1 + n2 + 
… + 1 

n1 + n2 + 
… + 2

n1 + n2 + 
… + 3

… n1 + n2 + 
… + nkmodel k

=   one training step

…

● Each model is trained 

independently and 

early-stopping 
performed 
independently



Ensemble-aware training

1 2 3 … nmodel 1

step id

model 2

…

model k

=   one training step

1 2 3 … n

1 2 3 … n

It becomes possible to
monitor the performance of 

the ensemble for stopping 
the training and 

hyperparameter tuning



TabM



TabM (overview)

TabM is one model representing an ensemble of MLPs



TabM
packed

(ICLR 2023) Packed-Ensembles for Efficient Uncertainty Estimation



TabM

(ICLR 2020) BatchEnsemble: An Alternative Approach to Efficient Ensemble and Lifelong Learning



TabM
mini

Ours



Evaluating the design choices

+ Deep ensemble + Simultaneous trainingBaseline + Weight sharing



Performance (TabM paper)



Efficiency (TabM paper)



Analysis (on k)

● Bigger k requires 
bigger d



See the paper for more details and analysis!



● TabM is one model representing an ensemble of MLPs
● The key details are ensemble-aware training and weight sharing
● TabM is efficient and has a great performance on both academic and real-world 

datasets

Summary

Problem: not enough to be a game-changer

Solution: solve other two problems



A quick look at other topics



50K$ | UM - Game-Playing Strength of MCTS Variants

TabM was used in the top 1 solution

Kaggle 🏆

120K$ | Jane Street Real-Time Market Data Forecasting

TabM was used in the best public notebooks

50K$ | CIBMTR - Equity in post-HCT Survival Predictions
TabM was used in the top 1/3/4/6/… solutions

TabM could achieve top 25 as a solo model (part 1, part 2)

https://www.kaggle.com/competitions/um-game-playing-strength-of-mcts-variants/discussion/549801
https://www.kaggle.com/competitions/jane-street-real-time-market-data-forecasting/discussion/556610
https://www.kaggle.com/competitions/um-game-playing-strength-of-mcts-variants/discussion/549801
https://www.kaggle.com/competitions/equity-post-HCT-survival-predictions/discussion/567692
https://www.kaggle.com/competitions/equity-post-HCT-survival-predictions/discussion/567863


Summary



References

TabM by Yandex Research:

github.com/yandex-research/tabm

Links 

Contacts

● Akim Kotelnikov

● Email: <see the TabM paper>

● Twitter: @xRototo

Q/A



Analysis (losses and overfitting)



MLP with embeddings

Example: periodic embeddings


